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CSCI 5622 Machine Learning 
Hierarchical Clustering 

DATE  READ  DUE 
Today, Oct 19  Hierarchical Clustering  Peer Fdbk Lit Rev 
Wed, Oct 21  K‐means  Exp 1 Progress Rep? 
Mon, Oct 26  Mixture of Gaussians  Peer Fdbk Grades 

www.RodneyNielsen.com/teaching/CSCI5622‐F09/ 

Instructor: Rodney Nielsen 

Assistant Professor Adjunct, CU Dept. of Computer Science 

Research Assistant Professor, DU, Dept. of Electrical & Computer Engr. 
Research ScienYst, Boulder Language Technologies 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Ensemble Learning ‐ Recap 

•  Train mulYple classifiers 
– Bagging 
– BoosYng 
– Random Forests 

– Others 
•  Use them all in some combinaYon to make the 
final predicYons 

– Class = most frequent vote; Regression: y = average 

– Highest probability, etc. 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Random Forests 

•  A random forest is a classifier consisYng of a 
collecYon of tree‐structured classifiers {h(x,Θk), k 
= 1, . . .} where the {Θk} are independent 
idenYcally distributed random vectors and each 
tree casts a unit vote for the most popular class 
at input x. 

•  Random training set, Bagging (Breiman, 1996) 
•  Random split selecYon (Diecerich, 1998) 
•  Random output (Breiman, 1997) 
•  Random feature selecYon for trees (Ho, 1998) 
•  Rand fr selctn for nodes (Amit & Geman, 1997) 



ML 

Oct‐19‐09  © Rodney D. Nielsen  4 

Random Forest ProperYes 

•  errBreiman’s Random Forests < errBoos3ng 
•  Can be robust to noise and outliers 

– Not always the case, but 
– Generally less sensiYve than BoosYng 

•  Faster than Bagging or BoosYng 
•  Provides unbiased error esYmates without a 
validaYon set 

– ~37% of T not included in any given Tk 
•  Simple and easily parallelized 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Forrest‐RI Experiments 

•  Forrest‐RI 
– Number of random features = 1 or floor(1 + log2d) 

– Used OOB error esYmate to select between above 

•  RF outperformed AdaBoost on 12/20 datasets 

•  SelecYng just one feature was almost as good 
as selecYng the best out of floor(1 + log2d) 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Forrest‐RC Experiments 

•  Forrest‐RC 
– Create a linear combinaYon of 3 features: 

•  Give each a random coefficient in [‐1,+1] and use the sum 

– Evaluate 2 and 8 of these combinaYons 

– Used OOB error esYmate to select between 2 or 8 

•  RF outperformed AdaBoost 14w‐3L‐3t 

•  EvaluaYng 2 combinaYons was as good as 8 on 
all but the three large datasets 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Random Forest Performance 

•  errRandomSplitSelec3on < errBagging 

•  errRandomNoise < errBagging 

•  errBoos3ng < errRSS, RN, or Bagging 
•  errBagging+RFtrSel (AKA RFs) < errBoos3ng 

•  To improve performance randomness must: 
– Result in low correlaYon among output of trees 

– Maintain strength of trees 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Ensemble Learning 

•  Nerlix compeYYon 

•  “Regardless of the final outcome, the biggest 
lesson for ML from the Nerlix contest has 
been the formidable performance edge of 
ensemble methods.” ‐ John Langford, 
hunch.net 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QuesYons 

•  QuesYons about ensemble learning methods 
or Random Forests 

•  Remember 10% of your grade is based on 
class parYcipaYon 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Clustering / Unsupervised Learning 

•  Group similar instances into the same cluster 

•  Place unlike instances into different clusters 
•  Uses 

– Exploratory data analysis 
– GeneralizaYon / Learning 

a 

b 
c 

d 
e 

f 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Types of Clustering 

•  Hierarchical clustering 
–  RelaYon between clusters is expressed in  
the clustering and represents similarity 

–  Tree where each node represents a cluster and 
the children represent subclasses of the parent 

•  Flat or Non‐hierarchical clustering 
–  Typically pre‐specified number of clusters 

–  RelaYon between clusters is unknown 
–  Typically iteraYve algorithms 

•  Start with one set and iteraYvely improve clusters 

a 

b 
c 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Bocom‐up Hierarchical Clustering 

a 

b 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Types of Clustering 

•  Hard clustering 
–  Each instance is placed in exactly one cluster 
– Hierarchical clustering is hard clustering 
– Drawback: consider clustering words by part‐of‐speech 

•  Sof clustering 
–  Instances are placed in mulYple clusters, typically all 
clusters probabilisYcally 

– Usually sof clustering indicates uncertainty 
–  In disjuncYve clustering, exs belong to mulYple clusters 
–  Flat clustering can be either hard or sof clustering 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Hierarchical vs. Non‐hierarchical 

•  Hierarchical clustering 
– Good for in‐depth analysis 
– More informaYve than flat clustering 
– Best algorithm is problem‐dependent 
– ComputaYonally intensive vs. most flat clustering 

•  Non‐hierarchical clustering 
– K‐means is generally a good algorithm (or EM also) 
– More efficient 
– Many assume a Euclidian space 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Hierarchical Clustering 

•  Bocom‐up tree building 
– By iteraYvely clustering the most similar nodes 

–  In a greedy search 
– UnYl the top most node contains all instances 

– Known as agglomeraYve clustering 

•  Top‐down tree building 
– By starYng with one group and iteraYvely dividing 
into groups with strong intra‐group similarity 
(cohesion) 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Hierarchical Clustering 

•  Similarity funcYon sim(x1,x2) must be 
monotonic 

– Clustering should not increase the clusters’ similarity 
to another cluster or instance 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Bocom‐up Hierarchical Clustering 

•  For i = 1..N 
– ci  {xi} 

•  C  {c1, c2, … cN} 
•  j  N + 1 
•  While |C| > 1 

–  (ci*, ch*)  argmax(ci, ch) sim(ci, ch) 
– cj  ci* U ch* 
– C  C \{ci*, ch*} U {cj} 
–   j  j + 1 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Bocom‐up Hierarchical Clustering 

•  Single‐link: similarity of 2 most similar members 

•  Complete‐link: sim of 2 least similar members 

•  Group‐average: ave similarity between members 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d c 

Single‐link Hierarchical Clustering 

•  Single‐link: similarity of 2 most similar members 
–  Search over all inter‐member instance pairs 
– Good local similarity, but possibly poor global similarity 

•  Chaining effect 
–  Related to Minimum Spanning Tree (MST) 

a  b 

e  f 

c  d 

g  h 

δ  δ 

2δ 

1.5δ 

a  b  e  f  g  h 

Ex. adapted from Manning & Schutze, 1999 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f e 

Complete‐link Hierarchical Clustering 

•  Complete‐link: sim of 2 least similar members 
– Good global similarity 

– Avoids long stringy clusters  

a  b 

e  f 

c  d 

g  h 

δ  δ 

2δ 

1.5δ 

a  b  c  d  g  h 

√5δ=2.24δ 

Ex. adapted from Manning & Schutze, 1999 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Cluster Model 

•  Is globally Yght always becer than stringy? 
– Gausian assumpYon 
– But best model depends on the data 
– Consider the volcanic islands 
– Different algorithms  Diff biases  Diff results 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Hierarchical Clustering 

•  Single‐link clustering 
– O(N2) 

•  Complete‐link clustering 
– O(N3) 

•  Group‐average agglomeraYve Clustering 
– Merges clusters based on ave similarity of instances 
– Compromise between single‐ and complete‐link 

•  Avoids long stringy clusters 
– O(N2); under specific circumstances and algorithm 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f e 

•  Merge clusters by average similarity of instances 
– Avoids long stringy clusters  

a  b 

e  f 

c  d 

g  h 

δ  δ 

2δ 

1.5δ 

a  b  c  d  g  h 

√5δ=2.24δ 

Ex. adapted from Manning & Schutze, 1999 

Group‐average AgglomeraYve Clustering 

ave(s(a,b),s(a,e),s(a,f),s(b,e),s(b,f),s(e,f)) = (δ+2δ+√5δ+2δ+√5δ+δ)/6 =10.5δ/6 

ave(s(a,b),s(a,c),s(a,d),s(b,c),s(b,d),s(c,d)) = (δ+2.5δ+3.5δ+1.5δ+2.5δ+δ)/6 =12δ/6 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Top‐down Clustering 

•  Start with one cluster 
•  Divide least coherent cluster on each iteraYon 
•  Single‐link measure 

– Worst similarity in the MST  

•  Complete‐link measure 
– Worst similarity for any two instances (cluster width) 

•  Group‐average measure 
– Worst average similarity of any cluster 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Top‐down Clustering 

•  Find least coherent cluster 
– This cluster will be split 

•  How do you decide how to split the cluster? 
– Cluster the points within it. How? 

•  Using any bocom‐up clustering approach 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Top‐down Hierarchical Clustering 

•  c1  {X} 

•  C  {c1} 

•  j  1 

•  While |ci| > 1, for any ci 
– ci*  argminci coh(ci) 

–  (cj+1, cj+2)  split(ci*) 

– C  C \{ci*} U {cj+1, cj+2} 

–   j  j + 2 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Top‐down Hierarchical Clustering 

a 

b 
c 

d 
e 

f 

d c a  b  e  f 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Top‐down Hierarchical Clustering 

a 

b 
c 

d 
e 

f 

d c a  b  e  f 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Top‐down Hierarchical Clustering 

a 

b 
c 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e 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d c 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Top‐down Hierarchical Clustering 

b 
c 

d 
e 

f 

d c b  e  f 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Top‐down Hierarchical Clustering 

a 

b 
c 

d 
e 

f 

d c a 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 e  f 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Top‐down Hierarchical Clustering 

d 
e 

f 

d  e  f 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Top‐down Hierarchical Clustering 

a 

b 
c 

d 
e 

f 

d c a  b  e  f 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QuesYons? 

•  QuesYons??? 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Class next Monday Oct 26 

•  I will be out of town 
•  Topic 

– Mixture of Gaussians 

– K‐means 

– AcYve Learning 
– Project peer group meeYng 

– Work on projects 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PresentaYons 

•  Volunteers 
– This Wednesday 

– Next week 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Experiment Progress Reports 

•  Three planned progress reports 
•  Useful? 

– Peer feedback 
•  Revise? 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Peer Feedback & Grading Feedback 

•  Grading of feedback will consYtute 20% of 
final grade 

– Please provide thoughrul feedback 
– Grading of feedback is due within one week of 
receiving the feedback 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Classifying SequenYal Data Dec 7 

•  Consider part‐of‐speech tagging 
David gave a fine presentaYon on a Monday night. 
David:PN gave:V a:DT fine:ADJ presentaYon:? on:? a:DT 
Monday:? night:? .:? 

•  Iterate over items in the sequence (eg, words) 
•  Extract features for each item (eg, 3 preceding & 
following words and 3 preceding POS tags). 

•  For presenta3on: 
<gave, a, fine, on, a, Monday, V, DT, ADJ> 

•  Train a classifier on all instance feature vectors. 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IdenYfying Key Sequences of Data 

•  The begin‐x, inside‐x, outside (BIO) method 
•  Consider named enYty (NE) recogniYon 

David Cheeseman gave a presentaYon in CSCI 
5622‐002 on Monday, Oct 19, 2009. 
[PERSON David Cheeseman] gave a presentaYon in 
[LOCATION ECCR 1B51] on [TIME Monday, Oct 19, 2009]. 

•  Labels: 
David:B‐P Cheeseman:I‐P gave:O a:O presentaYon:O 
in:O ECCR:B‐L 1B51:I‐L on:O Monday:B‐T ,:I‐T Oct:I‐T 
19:I‐T ,:I‐T 2009:I‐T .:O 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Projects 

•  Office hours: will stay unYl all quesYons are 
addressed 

•  Or make an appointment for Friday 


